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ABSTRACT

We introduce a novel parallel discrete event simulation (PDES)-based method to couple multiple Al and non-
Al agents in arule-based manner with dynamic constraints while ensuring correctness of output. Our coupling
mechanism enables the agents to work in a co-operative environment towards a common goal while many
sub-tasks run in parallel. Al agents trained on vast amounts of human data naturally model complex human
behaviors and emotions easily — this is in contrast to conventional agents which need to be burdensomely
complex to capture aspects of human behavior. Distributing smaller Al agents on a large heterogeneous
CPU/GPU cluster enables extremely scalable simulations tapping into the collective complexity of individual
smaller models, while circumventing local memory bottlenecks for model parameters. We illustrate the
potential of our approach with examples from traffic simulation and robot gathering, where we find our
coupling of Al/non-Al agents improves overall fidelity.

1 INTRODUCTION

Artificial intelligence (Al) is transforming industries and driving breakthroughs across science, energy,
economics, and security. While Al systems can perform some tasks once limited to humans, most models
operate in isolation, unable to harness collective knowledge and parallel synergy, hindering innovation.

The growing complexity of problems in science and other domains demand solutions that leverage the
strengths of multiple Al and non-Al systems, all coupled together. While Al agents excel in repetitive
data processing, content generation, and adaptive decision making, non-Al agents such as human experts,
and rule-based deterministic systems offer domain expertise, practical constraints, and ethical/societal
considerations that the Al systems can’t yet fully encapsulate. On the other hand rule-based agents cannot
easily reflect complex human behavior necessary to model social scenarios whereas the Al agents inherently
can do so. Working together, these systems can create more adaptable, context-aware systems solutions
that can address a broad spectrum of modeling challenges by pooling knowledge, sharing information, and
coordinating actions that would be beyond the reach of any individual agent model. Thus, these types of
systems promise enhanced problem solving capabilities and greater adaptability to complex environments
including autonomous transportation, drug-discovery, education, socioeconomic studies etc.

The rise of large language models (LLMs) (Bommasani et al. 2021) has made structured collaboration
between Al and non-Al agents increasingly desirable. While LLMs excel at tasks like human-like responses,
code generation and text summarization, they often struggle with complex reasoning that demands goal-
directed, organized, multi-step logic-based processes. Agentic Al systems address this gap by integrating
diverse agents and structuring workflows to emulate human-like iterative reasoning.

However, developing a robust coupling methodology to enable multi-agent systems that also include Al
agents is challenging due to several factors. Issues such as communication methodologies, timing/coordi-
nation among the agents, conflict resolution, handling biases, security considerations, and most importantly
extreme scalability to handle a very large number of agents, each with high hardware-resource demands,
must be addressed to ensure an effective collaboration strategy.

This paper introduces a robust parallel discrete event simulation (PDES) based methodology to couple Al
and non-Al agents into rule-based, cohesive, parameter-rich multi-agent systems. Here the PDES framework
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serves as an underlying infrastructure enabler for agentic Al addressing communication, coordination,
synchronization, and scalability issues, lifting the burden from the user. It helps break problems into
smaller, manageable steps, involving both Al and non-Al agents to solve each stage in a causal event-
driven manner. Using the open-source Simian (Santhi, Eidenbenz, and Liu 2015) PDES engine, agents
are coupled and deployed through a user-transparent parallelization mechanism which effectively uses the
message passing interface (MPI) library. Each simulation agent is implemented as an entity object assigned
to an MPI rank to be executed in parallel. Through a regService process, future events are scheduled at
the corresponding entity to be processed by a user-defined event-handler. Although here we use Simian
PDES to couple Al/non-Al agents, any other discrete event simulation framework may as well be utilized.

Modern Al models like Llama3 (Dubey et al. 2024) and GPT4 (OpenAl et al. 2024), require scarce
monolithic graphics processing units (GPUs) with very large compute and memory capacity for parallel
computation due to their large-scale training on web data resulting in billions of parameters, making local
inference of large models costly and out of reach for many researchers. A PDES-based methodology
addresses this problem by enabling the parallel deployment of thousands of smaller Al agents coupled with
many non-Al agents to work together to solve a particular problem with less powerful and inexpensive
hardware. Non-Al agents can run on the CPUs hosting the GPUs, thus enabling resource efficiency.

To demonstrate our approach more thoroughly, we simulate (i) a transportation and (ii) a gathering
problem by coupling small language model (SLM) based Al agents with non-Al rule-enforcing agents. We
classify models with 16B parameters or fewer as SLMs and larger ones as LLMs. This distinction is based
on current technology, where 16B and smaller models can run on consumer-grade GPUs using parameter
quantization. The general simulation approach by coupling Al/non-Al agents is the following:

1. We break down the simulation scenario into multiple more manageable, yet smaller steps,

2. SLM agents in parallel make human-like decisions to solve a step based on current conditions,

3. Solution space might be constrained by providing SLM agents with a list of options to choose from,

4. Non-SLM agents collate and then inspect SLM responses, performs domain-specific deterministic
calculations, and provides feedback in the form of follow-on prompts to the distributed SLM agents,

5. Collective model runs under the umbrella of a distributed-memory parallel discrete event simulation.

These simulations might be performed by an LLM or rule-based non-Al agent acting on their own.
But most large models require GPU acceleration with very large local memory to run, which is in turn very
expensive and often scarce. In contrast, in our approach, we use SLMs that require far less powerful GPUs
with low local memory requirements, and can even run on integrated GPUs on the CPU-fabric. Our method
can optionally make multiple SLMs work together to get more nuanced responses (Shen et al. 2024) for
the individual steps. It also has a simple verification step built in as the non-Al agent checks intermediate
SLM answers based on rules, or otherwise constrained by a pre-vetted options list; thus making the overall
system behavior much more trustworthy and human-like.

Incorporating probabilistic Al models such as the language models inherently adds rich non-deterministic
characteristics to the simulation. Thus, simulation scenarios with emergent non-deterministic or somewhat
random agent decision requirements can benefit the most from our proposed coupling. Indeed, we show
at trace level detail, how our collaborative approach improves performance in the traffic simulation and
gathering problems.

The rest of the paper is organized as follows: Section 2 summarizes the relevant related works and
sets this work apart from those. Section 3 covers the necessary background concepts used in this paper.
Section 4 provides an overview of our coupling methodology and shows how one simulates some common
scenarios from different domains by incorporating both Al and non-Al agents through PDES. Section 5
goes over the simulation results. Finally, Section 6 concludes the paper.
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2 RELATED WORKS

Coupling several models trained on varied topics into multi-agent systems has been an active field of research
to improve the overall quality of Al model responses. The interplay of multiple agents require seamless
integration of heterogenous agents bringing unique challenges regarding communication, coordination and
interaction-rules. Wooldridge discussed various aspects of multi-agent systems including architectures and
applications (Wooldridge 2009). Researchers have also extensively studied those challenges, opportunities
and limitations of integrating Al and non-Al entities (Alonso et al. 2001) including multi-agent deep-
reinforcement learning.

Researchers showed how Al-based robots can collaborate with human agents in industrial settings
through continuous learning of human behavior (Baratta et al. 2023). Shen ef al. (Shen et al. 2024)
proposed a model collaboration approach where off-the-shelf models learn to choose among themselves
which one will handle what portion of all the input tokens. In another approach named Mixture of
Experts (Xue et al. 2024) all experts are trained simultaneously on the same/similar data. These are
sub-networks of the mixture that can’t be used standalone where the feed-forward layers in a transformer
is decomposed into modules called experts.

Among prompt-based methods to enhance an LLM’s reasoning ability, chain-of-thought (Kojima
et al. 2024) activates intermediate reasoning steps for providing a response which promotes a more
complex reasoning capability. Other methods that aim at improving inference performance include meta
prompting (Zhang, Yuan, and Yao 2024), abstraction (Zheng et al. 2024) and self-verification (Gero et al.
2023). Similarly, tree-search approaches like Monte-Carlo Tree Search also break the task into smaller sub-
tasks and improve the performance by sampling simpler, individual, and intermediate reasoning steps (Zhang
et al. 2024) but employs a structured way in doing so.

In terms of using LLMs in simulation, Diamantopoulos et al. (Diamatopoulos et al. 2024) proposed using
LLM in blockchain simulation for dynamic simulation scenario generation and malicious code modeling.
Liu et al. proposed using LLMs in transportation simulation (Liu, Yang, and Yin 2024) to represent drivers.
Giabbanelli (Giabbanelli 2023) and Wu et al. (Wu et al. 2023) also proposed smart agent based modeling
and simulation methodologies where the LLMs are leveraged in agent-based modeling.

Although these approaches try to enhance multi-model interaction and overall system fidelity, they
lack incorporating rule-based non-Al components with domain expertise, thus making the overall system
less trustworthy and prone to hallucinations. In our work, we aim to couple off-the-shelf models in a
rule-based way to work collaboratively towards a common solution by breaking down the problem into
simpler sub-tasks. It also inherently enables deployment of hundreds of simpler agents through MPI support.
Decomposing the problem also enables exploring new PDES-based algorithms to solve a particular problem
using less powerful Al models that are easier to train and deploy. Thus our approach not only increases
overall system fidelity it also aims to address the parallel deployment bottlenecks by shifting that burden
to carefully designed, specialized PDES engines.

Coupling Al and non-Al agents is also possible using existing frameworks such as LangChain (Chase
2022). But, chaining multiple Al agents or tasks serially leads to latency and inefficiency. PDES en-
gines inherently manage multiple concurrent processes, enabling simultaneous agent execution by running
independent tasks in parallel.

3 BACKGROUND

3.1 Parallel Discrete Event Simulation

Parallel discrete event simulation (PDES) refers to the execution of a single discrete event simulation
program on multiple processors (Fujimoto 1990) so that the simulation runs more efficiently in parallel
than an equivalent traditional sequential simulation. In a PDES, a simulated system is decomposed into
smaller independent subsystems, and it is assumed that changes in system state occur at discrete points of
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simulated time. In a popular implementation style, each subsystem would then maintain its own event list
with timestamps, containing the events that are scheduled to occur within that subsystem in the future.

The occurrence of events (execution of subsystems) further schedules a set of actions which may include
performing calculations, updating state variables of the simulation and generating new events to advance
the simulation. The simulation runs until all events are processed. In sequential DES, timestamps denote
when an event will occur changing the system. The main loop of the simulation engine repeatedly processes
the event with smallest timestamp and removes the event from event list. In parallel DES if an event with
larger timestamp (E; j4g0) is executed before a smaller one (E; gnair); (Er—jarge) might change a state
variable used by (E,_,,,,;;) thus making a future event to affect a past event, causing a causality violation.
PDES tries to execute the events in parallel avoiding causality errors (in conservative schemes) or detecting
causality errors for later recovery (in optimistic schemes). This parallel execution along with clever problem
decomposition enables PDES to run very large-scale simulations on supercomputers (Fujimoto et al. 2003;
Perumalla 2007) effortlessly.

3.2 Language Models

Language models are a class of generative Al systems designed to understand, synthesize, and manipulate
human language (Chang et al. 2024). They are trained on vast amount of mostly human-generated textual
data to learn the statistical relationship between words, phrases, and contexts. These models are capable of
predicting and generating new text sequences based on given input text prompts — although they face many
challenges such as difficulty in understanding complex language, unseen words, structured applications
such as mathematics, logic, reasoning etc.

Early language model such as an n-gram (Brown et al. 1992) (e.g. bigram, trigram) were based on simple
statistical modeling techniques for predicting the probability of the next word based on preceding words.
Later, with the rise of deep learning and GPUs, researchers proposed recurrent neural network (RNN) based
language models capable of capturing temporal relationship among the words in a sentence (Mikolov et al.
2010). These models were good in tasks like language recognition and translation but still had problems
like vanishing gradient (Bengio, Simard, and Frasconi 1994) and inability to capture very long-range
relationships among the words. Researchers adopted long short-term memory (LSTM) (Hochreiter and
Schmidhuber 1997) and gated recurrent units (GRUs) (Cho et al. 2014) to extend RNN based models to
address these issues but they were still limited in handling very large sequences of data.

The introduction of the self-attention based transformer architecture (Vaswani et al. 2017) for lan-
guage models revolutionized this field by enabling training on very large web-scale data in parallel and
capturing long-rage relationships in the text. Built on transformer architectures, large language models like
BERT (Devlin et al. 2019) and GPT (Alec Radford and Karthik Narasimhan and Tim Salimans and Ilya
Sutskever ) set new standards for solving a wide range of NLP tasks. These models learn broad language
representations and can be fine-tuned for specific tasks with smaller, labeled datasets. Because these models
are capable of in-context learning, they can generate coherent and contextually relevant responses making
them suitable for interactive applications in diverse scenarios.

4 METHODOLOGY
4.1 Coupling Technique

We use the open-source Simian PDES engine designed for large-scale computing environments to couple
multiple Al and non-Al agents. We use Simian’s Python implementation as it works well with mainstream
machine learning libraries such as TensorFlow, PyTorch, llama.cpp, and Transformers. Simian uses entities
as objects that contain event handling functions and automatically distributes among the various MPI ranks
for parallel processing ensuring causality. As shown in Figure 1, each Al and non-Al agent is implemented
as an entity of the Simian engine enabling them to inherently run in parallel. The entity class has several
methods like attachService, reqService, createProcess, startProcess to handle various events and processes.
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: Interact with the PDES engine to schedule tasks

Figure 1: Al / non-Al agents are coupled using the Simian PDES semantics at runtime.

In our work we use the regService method to schedule future events (subtasks) at the corresponding entity
which effectively inserts new events into that entity’s event priority list at the desired timestamp.

Figure 2 shows an example of how AI/SLM and non-Al agents are defined as Simian entities. We present
the gathering simulation in geometry domain where multiple Al-based robotic agents with their own different
speeds try to gather. In the figure, a Simian PDES engine is initiated in line 5. Two classes SLMAgent and
NonAlIAgent are defined in lines 9 and 28 where both inherit the PDES engine’s Entity class. In lines 50 to 52,
one instance of NonAlIAgent class and multiple instances of SLMAgent class are added to the PDES engine
as entities using the addEntity function while also assigning specific names and numbers to those entities
for identification. In line 54, the first event of the simulation (calculate_optimal_gathering_position) is
scheduled at timestamp O on the non-Al entity which calculates the geometric median of given coordinates.
Further events are generated and registered to the corresponding entities using the regService method in
lines 25, 39, 43, and 48. The simulation starts with simianEngine.run () at line 56 where it starts executing
the registered events based on their virtual timestamp. In line 6 and 16 we define the system and user
prompts that are passed to language model inference API create_chat_completion (line 21) along with
other parameters such as context size, chat format etc. where the temperature defines the randomness of the
output of language models giving us control over how much human-like behavior we want to incorporate.
The language model in the SLMAgent is initiated in line 14 where we pass the model path, number of
model layers to be offloaded to any available GPU, context size during model inference, and chat format.
The response from the language model is parsed and necessary information in extracted which is later
passed to further events when registering them using the regService method. Simulation ends when no
further events are available in Simian’s event queue for processing.

4.2 Problem Formulation

To solve a problem using SLM involving PDES, we (re)formulate it into a multi-step task by breaking the
problem into simpler sub-tasks that might have one of a finite number of possible solutions identifiable by
an Al-agent. This way, the Al-agents are constrained to a certain finite solution space, thereby boosting
chances of success in each sub-task. When we use more sophisticated models like OQwen (Yang et al. 2025),
for simpler tasks the model is often able to provide a correct response. In that case we don’t constrain the
model response by providing it with relevant choices to choose from. We use non-Al agents in tandem with
SLMs to perform some sub-tasks. The non-Al agents also may be used to verify and correct the responses
of an SLM in cases of extreme deviations from acceptable responses. On the other hand, deterministic
mathematical sub-tasks that SLMs often fail to provide correct answer to, can be handled by the non-Al
entities. Each sub-task is designated as an event of the PDES simulation. Each event is associated with a
Simian entity. When an event is requested, it is added to the corresponding entity’s event list along with
timestamp information. When the simulation runs with MPI enabled, these entities can opportunistically
run methods in parallel and execute independent events with the current timestamps in their event lists.
In many scenarios, it is advantageous to considerably constrain an SLM’s solution space — this helps
reduce its tendency to hallucinate or wander-off into irrelevant contexts. As mentioned, one effective
strategy we adopted was to provide the SLM with a set of multiple choices to choose from. Furthermore,
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the many non-Al agents in the simulation may also cross-check the SLMs’ outputs, and then collectively
work to further dynamically constrain the various Al agent’s solution search-spaces.

1 # Gathering simulation involving Small Language Model

2 agent_speed = [10, 15, 20, 25, 30]

3init_pos = [[O0, 1081, [0, 462], [335, 571], [543, 285], [335, 0]

4 startTime, endTime, minDelay, useMPI, mpilib, simProgress = 0, 100000, 0.0001, True, "/path/to/libmpich", 1
5 simianEngine = Simian ("Gathering_ Agents_Dynamic_Gathering Positions", startTime, endTime, minDelay, ..)
6msg_prompt = [{"role":"system", "content":"You are an AI agent moving in a two-dimensional Euclidean space."},
7 {"role": "user", "content": ""},]

8
9 class SLMAgent (simianEngine.Entity) :
10 def __init__ (self, baselInfo, *args):

11 super (SLMAgent, self)._ _init__ (baseInfo)

12 self.position = init_pos[self.num]

13 self.max_speed = agent_speed[self.num]

14 self.slm = Llama (model_path="Qwen2.5-7B-Instruct-1M-£f16.gguf", n_gpu_layers=-1, n_ctx=20000)

15 def choose_next_step(self, optimal, =xargs):

16 msg_prompt [1] ["content"] = f"You are located at position ({self.position([0]}, {self.position[1l]}). Your

17 goal is to go to position ({optimal[0]}, {optimal[l]}). You can move maximum {self.max_speed} units in

18 each step. What should be your position in the next step? Verify that the distance between your new

19 position and old position didn’t exceed {self.max_speed} units. Strictly follow the following format to

20 provide your answer in integer coordinates in the last line of your response. New_Position: (.., ..)."

21 response = self.llm.create_chat_completion (messages = msg_prompt, temperature=0.1)

22 parse_pos_x_y_from_response ()

23 reached_optimal = True if math.dist (new_position, optimal) < self.max_speed else False

24 #Schedule update_non_slm_copy_of_agent_pos on "Non-AI-Agent" entity.

25 self.regService (simProgress, "update_non_slm_copy_of_ agent_pos", (self.num, self.position,
reached_optimal),

26 "Non-AI-Agent", O0)

27

28 class NonAIAgent (simianEngine.Entity) :

29 def __init__ (self, baselInfo, x*args):

30 super (NonAIAgent, self).__init__ (baseInfo)

31 self.optimal_pos, self.reached optimal = None, [False] % agentCount

32 self.agent_positions = [([None]  2) for _ in range (agentCount)],

33 def update_non_slm_copy_of agent_pos(self, data, xargs): # data = (agent_num, new_pos, reached_optimal?)

34 slm_agent_num, self.reached_optimals[slm_agent_num] = data[0], datal[2]

35 self.agent_positions[slm_agent_num] [0] = data[l][0] # agent[num][0], x coordinater

36 self.agent_positions[slm_agent_num] [1] = data[l][1l] # agent[num][l], y coordinate

37 # After updating all agent locations (should happen in same virtual time), schedule next event

38 if slm _agent_num == 0: # Only one agent needs to request this

39 self.regService (simProgress, "calculate_optimal_gathering position",self.agent_positions, "Non-AI—
Agent",0)

40 def calculate_optimal_ gathering_position(self, positions_lst, =xargs):

41 if all(self.reached optimals): #Checks if all agents reached optimal position

42 for i in range (agentCount) :

43 self.regService (simProgress, "dump_stats", None, "SLM-Agent", 1i)

44 else: #Calculates geometric median

45 self.reached_optimals

16 self.optimal position = CACL_GEOMETRIC_MEDIAN ()

47 for i in range (agentCount) :

48 self.reqgService (sim_progress, "choose_next_step", self.optimal position, "SLM-Agent", 1)

49

50 simianEngine.addEntity ("Non-AI-Agent", NonAIAgent, 0)

1 for i in range (agentCount) :

2 simianEngine.addEntity ("SLM-Agent", SLMAgent, i)

53 #Schedule first event at virtual time 0

54 simianEngine.schedService (0, "calculate_optimal gathering position", init_pos[:agentCount], "Non-AI-Agent", O0)

VI RV IR

56 simianEngine.run ()
57 simianEngine.exit ()

Figure 2: Code snippet from our simulator to solve the gathering problem involving multiple Al agent
entities and a non-Al agent entity. Here the non-Al agent mainly perform structured mathematical side-
calculations that SLMs are not so good at natively.

4.3 Case Studies

In this subsection we elaborate how we simulate two scenarios to demonstrate our coupling methodology.
We simulate three-lane highway traffic movement and robot gathering. In both cases, SLM-based Al
agents brings in non-deterministic, human-like characteristics in the simulation while non-Al agents apply
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constraints to the randomness. In many ways, one may argue that the chosen problems are representative of
some of the harder problems for non-Al models, or the current generation of language models to simulate
on their own, and hence serve as representative tough-case scenarios to showcase the efficacy of our PDES
driven technique. Next we describe our approach in each case in more detail. We also solved few other
problems in arithmetic, graph-theory, and combinatorics domains which are beyond the scope of this paper.

4.3.1 Traffic Simulation

We setup the simulation considering that there are n number of Al-based agents representing n cars traveling
in a 3-lane road. Figure 3a shows how we break down the simulation into multiple steps and assign some
tasks to the SLM-based agents to get human-like responses. Each car has its own maximum speed and has
knowledge about the locations of other cars near it on the road using PDES messages. We define driver
characteristics (e.g. aggressive driver or driver who prefers the right lane) as the system prompt of the
SLM agent. Based on the driver characteristics and information about the cars near to the car in subject,
SLM prompt is generated and the Al agent is asked to make lane change choice. It is asked to reason and
think step by step to make the decision. The response from the SLM is parsed, and based on the choice it
makes, turn signals are activated. All agents then broadcast their turn signal to the non-Al agent through
the Simian engine. Following steps are repeated to perform the simulation except for the initialization step.

(a)  Initial positions, lanes, and speeds of the cars and driver characteristics/goals are set.

(b) Al agent decides on turn signal in order to change the lane based on driver’s goal.

(c)  Turn signal is broadcasted to the non-Al simulation entity which with some degree of freedom
decides whether it is safe to change lane and updates car positions accounting for max speeds.

(d)  Updated positions are broadcast to all SLM entities from the non-Al entity using the PDES engine

4.3.2 Agents Gathering Problem

We define the problem as n number of autonomous Al agents on a 2D space (Euclidean plane) trying
to gather starting from their initial positions. Each agent has its own maximum speed, thus limiting the
number of units it can move in any direction in a given time-step. The optimal gathering position (geometric

/— Simian Entity ~ \ / o Simian Entity \ \
Multiple Instances of Al- One Non-Al Agent Multiple Instances of Al One Non-Al Agent

based Car Agents Agents Running on
Different MPI Ranks

Initialize agents’
locations

Initialize Agents’ :
— Update Locations %l
- memory ofall b 7 |
car’s locations

Choose next

step position
maintaining Broadcast optimal

speed to go gathering point
tothe | S S |
optimal point
& broadcast

Broadcast updated
locations to Al agents |
Decide if LI
change lane, Update car locations
set turn signal enforcing rules

Calculate optimal
gathering point

Update memory Verify & broadcast
__':l" agents’ signals ] _—':r' agents’ locations ]
.. ..
PDES Engine PDES Engine
(a) Simulation process of traffic simulation involving (b) Simulation process of multiple agents trying to
multiple SLM-based AI and non-Al agents. gather in a 2D space involving SLM.

Figure 3: Shows how the simulations are broken down into multiple subtasks and distributed among the
agents to reflect real world simulation dynamics under the umbrella of PDES engine. Each subtask is
registered to corresponding Simian entity’s event list leaving the burden of inter-process communication
and simulation progression to the PDES engine.
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Table 1: CPU, GPU and Memory Configuration of a compute node.

CPU RAM GPU GPU Memory

Intel(R) Xeon(R) CPU E5-2660 v3 @ 2.60GHz | 125GB | Tesla_V100S 32GB

median) is calculated and updated by non-Al agent at each time-step. Step by step, our simulation method
is as below:

(a)  to start the simulation, the initial positions of the agents are assigned from preset positions.

(b)  the non-Al agent is scheduled to calculate the geometric median as optimal gathering position.

(c)  the SLMs belonging to each agent are asked to choose the new position it should move to in next
step following maximum speed guideline.

(d)  the non-Al agent verifies whether the new position provided by the SLM follows maximum speed
guideline. If not, it sets the correct coordinates.

(e)  the new positions of the agents are passed to another function of the non-Al agent in incremental
timestamp to further adjust the optimal gathering position.

All of these subtasks are repeated until the agents gather together. We deploy n SLMAgent Simian
entities (Figure 2, line 9) as n gathering agents. These entities run in parallel by deploying multiple
instances of SLMs on different MPI ranks. The steps are illustrated in Figure 3b where multiple instances
of SLM-based agents run parallelly to determine new agent position.

4.4 Open Source Generic PDES-AI Framework

Our Simian PDES based Al/non-Al hybrid agents simulator has been designed in a generic manner with a
view to enable its use in complex, real-world reasoning problems of broader research interest, more diverse
than the relatively simple, yet representative case-studies presented in this paper. We intend to open-source
the entire PDES-AI simulator framework code for research purposes.

5 EXPERIMENTS AND RESULTS
5.1 Hardware Setup

We used a cluster of six x86 computer nodes, each with an Nvidia Volta GPU attached to it, over a single
network to run the MPI enabled parallel discrete event simulations. Per node hardware requirements limited
our scaling studies with efforts underway to fix this in future. Table 1 shows configuration of each node.
To demonstrate the scaling gain from deploying the models in multiple ranks for parallel execution,
we use a cluster of six AMD EPYC_7402 @2.8GHz CPUs each with 503GB of memory attached. When
we offload the models to the attached GPUs listed in Table 1 to accelerate token generation, GPU memory
runs out and thus multiple MPI ranks can’t be assigned to single nodes to show strong scaling. Larger
memory size of the CPU nodes allows us to assign multiple MPI ranks on a single node avoiding overflow.
We take the gathering problem to show simulation scaling with MPI rank increase. We assign 18 CPU
threads for the SLM inference within each MPI rank. We used gathering simulation to get scaling data.

5.2 SLM Models

We use instruct version of the open-weight model - Qwen-2.5 (Yang et al. 2025) - which have been fine
tuned for a question-answer scenario. We use the smaller 14B parameter versions of these models in our
experiment since the larger models of 70B+ parameters require a large amount of local video-ram memory
and more powerful GPUs to accelerate that are stipulated to be unavailable. We use 8-bit quantized version
(16GB size) of this model in GPT-Generated Unified Format (GGUF) since the FP32 version does not fit
in our GPUs. Using such quantized, smaller models further enabled running the initial experiments on an
Apple M3 MacBook with Metal Shading Language (MSL) acceleration and 64GB total RAM.
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To run inference on these models we use llama-cpp-python (Betlen ) Python library. Llama-cpp-
python is an open-source, lightweight, cross-platform supported, community driven C++ accelerated LLM
inference library. It supports quantization and is especially optimized to run efficiently on devices with
limited resources. Thus it enables running the models locally even on CPUs without GPU acceleration
ensuring on-device privacy where user data never leaves the user premises. Line 10 in Figure 2 shows
how a model object is initialized using llama-cpp-python. The path to the model location and preferred
context size is provided to the object-constructor along with the preferred chat format for the model. Line
21 shows an example how a response can be generated from a language model.

5.3 Simulation Results

Figure 4a shows the itinerary of the cars from simulation. All the cars starting from their initial locations,
go forward until 1000 distance marker. We observe that depending on speed, different car takes different
number of steps to reach destination. In this simulation, we don’t strictly enforce collision avoidance
mechanism enabling simulation flexibly. As a result it is possible that sometimes based on SLM response,
the cars may try to move to same lane without consideration for other cars, potentially causing collisions.
However, during our simulations, as seen in Figure 4b we did not observe any collisions. An example
response from the SLM-based entity is listed below:

System Prompt: You are a car driver travelling in a three-lane road where all cars are
moving forward. Your goal is to stay in right lane. If there is a slow car ahead
in the same lane as yours, then try to change lane and overtake that car.

User Prompt: Your are currently at left lane, position 6, driving at a speed of 60
feet per second. Other cars on the road are: Car 2: Travelling at 70 feet per
second in right lane at position 20. Car 3: Travelling at 80 feet per second in
right lane at position 3. Car 4: Travelling at 90 feet per second in middle lane at
position 15. Car 5: Travelling at 100 feet per second in middle lane at position
30. Which of the following option would you choose to meet your goal? Option 1:
Stay in the same lane. Option 2: Move to the middle lane. Think step by step.

Response:

Option: 2.

Step-by-step reasoning:

1. The goal is to stay in the right lane.

2. Currently , the driver is in the left lane, driving at 60 feet per second.

3. In the right lane, Car 3 is ahead at position 3 and driving at 80 feet per second,
which is faster than the driver’s speed.

4. In the middle lane, Car 4 is ahead at position 15 and driving at 90 feet per second
, which is also faster than the driver s speed.

5. To change to the right lane, the driver would need to overtake Car 3, but since Car
3 is faster, it is not possible to overtake safely.

6. To change to the middle lane, the driver can overtake Car 4 as it is slower than
the driver’s speed (60 feet per second compared to Car 4’s 90 feet per second).

Car Itinerary Distance among the cars when they are in same lane
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Figure 4: Simulation of three lane traffic with five cars, with Al agents proxying for human driver behavior.
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Figure 5: Comparing the paths the five SLM-based robots take when the SLMs are is asked to gather given
different step size for different agents. The left and right figures respectively show the paths they take
when the non-Al agents either do-not or do verify and correct the SLMs’ response.

7. After changing to the middle lane, the driver can continue moving towards the
lane , where there is no car in front that is slower than the driver.
8. Therefore, the best option to eventually reach the right lane is to first move to

the middle lane.

right

If we didn’t use the SLM agents, it would be difficult and would have required complex deterministic
logic to produce a model with human-like behavior for car drivers.

For the Robot Gathering problem, Figure 5 shows the path of the agents in various conditions. We
choose the starting positions of the agents as the vertices of a pentagon for better visualization. These
vertices are listed in Figure 2’s line 3. The maximum distance each agent can travel in a step is listed
in line 2. In the Figure 5a, without applying constraints and verifying SLM response, the robots tend to
deviate from their path often making large jumps exceeding the predefined maximum distance it can travel
in each step. We observe that overall 32% times the Al agent make such large jump. On the other hand,
Figure 5b shows that when these jumps are detected by the non-Al agent, it can ask the SLM to provide
correct new position or even it can itself correct the error; thus avoiding the jumps. Overall smoothness
and quality of the agent trajectories is observed to be better with our coupling strategy.

5.3.1 Scaling

Figure 6 shows that with the increase of MPI ranks, the simulation time decreases while the average number
of tokens generated by the language models per minute also increase. The incremental improvements are
more when the number of MPI ranks are low, since more agent entities need to be assigned on the same
MPI rank (or compute node). In the geometric simulation scenario which is shown in the plot, there
were 6 agents in total: 5 SLM AI agents, and 1 non-Al rule enforcing agent. In all our scenario based
experiments, strong scaling in simulation time and tokens/minute has been observed up to as many ranks as
there are instantiated agents, since the Al agents in particular are almost always compute/memory-resource
bound. One scaling limitation of using PDES is that the simulation becomes more GPU-dependent when
the number of requests to the SLM increases significantly while the CPUs sit idle. Thus careful problem
decomposition into Al and non-Al components is crucial in maximizing resource utilization to maintain
scaling. Still, we show that we can get results similar to LLMs using only SLMs through our strategy.
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Figure 6: Simulation scaling with MPI ranks

6 CONCLUSION

This paper presents a PDES-based methodology to couple multiple Al and non-Al agents in a rule-based way
to work towards a common goal. With the support of MPI, careful problem decomposition, and multiple-
choice constraints, the Al and non-Al agents run in parallel on CPU/GPU heterogenous hardware to solve
each sub-task of a more complex parent-task. We demonstrated how problems from different domains can
be efficiently solved by our structured, PDES strategy involving multiple Al and non-Al agents. Moreover,
the intermediate results are cross-checked using non-Al agents (potentially involving even more complex
sub-simulations), promoting verifiability of Al model responses and thereby ensuring trustworthiness of
Al agent simulations. By coupling Al and non-Al agents using PDES ensures incorporation of human-like
agent components especially in social simulation aspects. We will be open-sourcing our code for the
research community to enable further progress in these directions.
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